
Ganimals Multiverse (#39951)
Created: 04/26/2020 05:24 PM (PT)

Public:    07/10/2020 08:40 AM (PT)
Author(s)
Ziv Epstein (MIT) - zive@mit.edu

Abhimany Dubey (MIT) - dubeya@mit.edu

Matt Groh (MIT) - groh@mit.edu

1) Have any data been collected for this study already?

No, no data have been collected for this study yet.

2) What's the main question being asked or hypothesis being tested in this study?

How does social influence and different design interventions affect the inequality, unpredictability and diversity of cultural artifacts in a crowdsourced

media ecosystem?

3) Describe the key dependent variable(s) specifying how they will be measured.

In a given world, participants will be presented with a series of “ganimals” and asked to vote on a subset of the ones they see to measure the relative

popularity of ganimals.  Each participant will see 30 of the top rated ganimals in their world, and 30 of the most recently discovered ganimals in their world.

 Each world will be seeded with a fixed seed set of 100 ganimals, but new ganimals will be discovered and added to each world. We will measure the

inequality, unpredictability, and diversity of the ganimals popularity, which are instrumented in several ways. 

For inequality, in each world we will compute the market share of each ganimal as the proportion of total votes that ganimal has accumulated. For our

primary inequality outcome, we will compute the Gini coefficient of all ganimals in that world.

To instrument unpredictability, our primary outcome will involve computing the average difference in market share in the seed set of ganimals (who by

definition appear in all worlds) across all possible pairs of worlds in that condition (as defined in Salganik et al, 2004, Eq. SI3). 

Our primary instrument for diversity consists of computing the entropy of the joint distribution between the popularity of the ganimals in a given world,

and the 10 dimensional morphological ganimal embeddings. This embedding will be created by recruiting participants to evaluate the ganimals with more

than 1 vote  in each world on these 10 questions (e.g does it have eyes, does it have feathers, etc, for a full list click here) and pooling their responses.

4) How many and which conditions will participants be assigned to?

Participants will be randomly assigned to one of four conditions, which are constituted by the four cells of a two arm experimental design. These conditions

are presented as different user interfaces for the “Feed Em” page, where participants will be presented with a series of “ganimals” and asked to vote on a

subset of the ones they see to measure the relative popularity of ganimals.

The first arm is independent versus social influence. In the social influence condition, in addition to its name, the number of times that ganimal has been

voted in that world is shown. In addition, the ganimals size is proportional to this number of votes as well.   In the independent condition, only their name is

shown, and all ganimals are the same size.

The second arm is feed-view versus ecosystem-view. In the feed view, ganimals are arranged in an ordered list, like a newsfeed. In the ecosystem view,

ganimals are displayed spatially in a circle pack.

Participants are placed into cohorts depending on when they visit the site. The first 12,000 people are cohort 0, the second 24,000 are cohort 1, etc.

Randomization is done within cohort, so as to block on how these users interact with the site. 

Within each of the four cells of the 2x2 design, and within each cohort block, each participant will be randomly assigned to one of 4 worlds, for a total of 16

worlds per cohort (e.g. for cohort 0, worlds 1..4 is independent newsfeed, 5..8 is social influence newsfeed, 9...12 is independent ecosystem, 13...16 is

social influence ecosystem, and for cohort 1, worlds 17..20 is independent newsfeed, 20..23 is social influence newsfeed, 24...27 is independent ecosystem,

29...32 is social influence ecosystem, etc).  Due to data size constraints, any individuals in cohorts greater than 41 (i..e any users after the first half million)

will be randomly assigned to the worlds corresponding to 41st cohort (worlds 656...672).  Each world evolves independently: each user only sees the

feedback and ganimals produced by others in their world.

5) Specify exactly which analyses you will conduct to examine the main question/hypothesis.

For the inequality and diversity measures, our main analysis will be performed at the level of the world using linear regression. We will predict the outcome

using two condition dummies for social influence (-0.5=independent, 0.5=social_influence ) and a UI paradigm dummy (-0.5=feed, 0.5=ecosystem), an

interaction term between the two, and cohort dummies. To compute a test statistic, we will use Fisherian Randomization Inference to compare the

test-statistic from this realization of the experiment to the counterfactual null with identical outcomes but independently random assignment. 

For the unpredictability measures, we will compute the pairwise unpredictability between each pair of worlds within each condition. Then, our main
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analysis will be performed at the level of the world pairs using linear regression. We will predict the unpredictability measure using two condition dummies

for social influence (-0.5=independent, 0.5=social_influence ) and a UI paradigm dummy (-0.5=feed, 0.5=ecosystem), an interaction term, and cohort

dummies. To compute a test statistic, we will use Fisherian Randomization Inference to compare the test-statistic from this realization of the experiment to

the counterfactual null with identical outcomes but independently random assignment. 

Our key tests are whether any of the interactions or main effects are significant (indicating that social influence or the UI paradigm or the interaction

affects inequality, unpredictability and diversity).

For all secondary analyses, we will use false discovery rate control to mitigate incorrectly rejecting false null hypotheses.

6) Describe exactly how outliers will be defined and handled, and your precise rule(s) for excluding observations.

n/a

7) How many observations will be collected or what will determine sample size? No need to justify decision, but be precise about exactly how the

number will be determined.

Data collection will being april 26, 2020. We will export and analyze data 2 months after the thousandth person participates in the experiment, or after the

500,000th person participates, whichever comes first.   We will not engage in optional stopping, or look at any data before the experiment ends. All

observations collected within this experimental window will be analyzed.

8) Anything else you would like to pre-register? (e.g., secondary analyses, variables collected for exploratory purposes, unusual analyses planned?)

As secondary measures of inequality, we will also compute the coefficient of variation and the Herfindahl index. Additionally, we will run a

Kolmogorov-Smirnoff (KS) goodness-of-fit test on power law, exponential and stable probability densities. For each of these distributions, we will compute

the best-fit parameters and goodness of fit measure, including the average, scale variance, the tail index. As a secondary analysis, we will also look at these

metrics for both the ganimals with 1 or more votes, compared to all ganimals.

As secondary measures of unpredictability that takes into account all ganimals in a given world, we will use ganimal level high dimensional embeddings,

and look at the unpredictability of the features. We will decompose each ganimal into a K-dimensional category vector. Then, for each world we will

compute a single K-dimensional vector by taking the weighted average of each ganimal vector, weighted by number of votes. Finally, for each dimension of

the world level vector, we will compute the average absolute difference across all possible pairs of worlds in that condition, and then take the average

across all category dimensions. We will consider three ganimal level embeddings. The first is a one-hot encoding of which of the 1000 imagenet categories

that ganimal contains. The second is a one-hot encoding of which of the 268 species of animals within imagenet that ganimal contains. The third is the

10-dimensional morphological scale defined above. 

As secondary analyses for the diversity measure, we will consider other embeddings for the second distribution, and other ways of aggregating these

embeddings into a single diversity instrument.  The first is a one-hot encoding of which of the 1000 imagenet categories that ganimal contains. The second

is a one-hot encoding of which of the 268 species of animals within imagenet that ganimal contains. The third involves extracting the penultimate layer

(pre-classification) of  ResNet-50,101 and 152 CNN from the ganimal images and compressing those features via a principal component analysis to give a

128-dimensional feature embedding. The fourth is a phylogenetic notion of diversity. For each pair of ganimals, we will compute the divergence time (in

million of years) between the two least common ancestors of the two species that comprise each ganimal. Using this phylogenetic distance matrix, we will

use euclidean multidimensional scaling (MDS) to map each ganimal into a 30-dimensional embedding. In addition to the entropy of the joint distribution

between the popularity of the ganimals with more than one vote in a given world, and their corresponding embedding, we will consider several other

aggregation schemes as secondary analyses such as the entropy of the distribution of embeddings or all ganimals that world instead of just those with 1 or

more votes.
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